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ABSTRACT
 The  words “DATAWAREHOUSE & DATA MINING”  seem  interesting  because  in today’s   World,  the  competitive  edge  is  coming  less  from  optimization  and more  from  the  use of  the  information  that  these  systems  have  been  collecting over  the  years.
Data warehousing has quickly evolved into a unique and popular business application class.  Early builders of data warehouses already consider their systems to be key components of their IT strategy and architecture.  
In reviewing the development of data warehousing, we need to begin with a review of what had been done with the data before of evolution of data warehouses.

 In this paper firstly, the primary emphasis had been given to the different types of Data warehouses, Architecture of Data warehouses and Analysis Process of Data warehouses. In the next section ways to build Data warehouses have been discussed along with specification of the requirements needed for them. To add more importance another key attribute- about the ETL TOOLS was also given.

No discussion of the data warehousing systems is complete without review of “DATA MINING” This section explores the Processes, Working along with the different approaches and components that are commonly found in Data Mining.

Further evolution of the hardware and software technology will also continue to greatly influence the capabilities that are built into data warehouses. Data warehousing systems have become a key component of information technology architecture.  A flexible enterprise data warehouse strategy can yield significant benefits for a long period.  

The main idea of data ware houses and data mining have been realized through this paper, with help of several diagrams and examples. As a concluding  point  it  is  shown  as  how “DATA WAREHOUSES & DATA MINING”  can  be  used  in  it’s  nearest Future.

INTRODUCTION:

"A data warehouse is a subject oriented, integrated, time variant, non volatile collection of data in support of management's decision making process".

A data warehouse is a relational/multidimensional database that is designed for query and analysis rather than transaction processing. It usually contains historical data that is derived from transaction data. It separates analysis workload from transaction workload and enables a business to consolidate data from several sources.

In addition to a relational/multidimensional database, a data warehouse environment often consists of an ETL solution, an OLAP engine, client analysis tools, and other applications that manage the process of gathering data and delivering it to business users. 

              Data warehouses can be classified into three types:

·  Enterprise data warehouse: An enterprise data warehouse provides a central database for decision support throughout the enterprise.


· Operational data store (ODS): This has a broad enterprise wide scope, but unlike the real enterprise data warehouse, data is refreshed in near real time and used for routine business activity.

· Data Mart: Data mart is a subset of data warehouse and it supports a particular region, business unit or business function. 

Data warehouses  and  data marts  are  built  on  dimensional  data modeling where  fact tables  are connected  with  dimension tables. This  is  most  useful  for  users  to  access  data  since  a  database  can  be  visualized  as a  cube  of  several  dimensions. A  data warehouse  provides  an  opportunity for  slicing  and  dicing  that  cube  along  each  of  its  dimensions.

It is designed for a particular line of   business, such as sales, marketing, or finance. In a dependent data mart, data can be derived from an enterprise-wide data warehouse. In an independent data mart, data can be collected directly from sources. 
In order to store data, over the years, many application designers in each branch have made their individual decisions as to how an application and database should be built. Therefore, source systems will be different in naming Conventions, variable measurements, encoding structures, and physical attributes of data.

 Consider a bank that has several branches in several countries has millions of          customers and the lines of business of the enterprise are savings, and loans. The following example explains how the data is integrated from source systems to target 
Systems.
EXAMPLE OF SOURCE DATA:

	
	Attribute Name
	Column Name
	Data type
	Values

	Source System 1
	Customer Application Date
	CUSTOMER_APPLICATION_DATE
	NUMERIC(8,0)
	11012005

	Source System 2
	Customer Application Date
	CUST_APPLICATION_DATE
	DATE
	11012005

	Source System 3
	Application Date
	APPLICATION_DATE
	DATE
	01NOV2005


In the  aforementioned  example, attribute name, column name, data type  and values  are  entirely  different  from  one  source  system  to  another. This inconsistency  in  data  can  be  avoided  by  integrating  the  data  into  a  data warehouse  with  good  standards.
EXAMPLE OF TARGET DATA (DATA WAREHOUSE)

	Target System
	Attribute Name
	Column Name
	Data type
	Values

	Record #1
	Customer Application Date
	CUSTOMER_APPLICATION_DATE
	DATE
	01112005

	Record #2
	Customer Application Date
	CUSTOMER_APPLICATION_DATE
	DATE
	01112005

	Record #3
	Customer Application Date
	CUSTOMER_APPLICATION_DATE
	DATE
	01112005


In  the  above  example  of  target  data, attribute names, column names, and data types  are consistent  throughout  the  target system. This  is  how  data from  various  source  systems  is  integrated  and  accurately  stored  into  the data warehouse. 
 The primary concept of data warehousing is that the data stored for business analysis can most effectively be accessed by separating it from the data in the operational systems.  Many of the reasons for this separation have evolved over the years.  In the past, legacy systems archived data onto tapes as it became inactive and many analysis reports ran from these tapes or mirror data sources to minimize the performance impact on the operational systems. Data warehousing systems are most successful when data can be combined from more than one operational system. When the data needs to be brought together from more than one source application, it is natural that this integration be done at a place independent of the source applications. Before the evolution of structured data warehouses, analysts in many instances would combine data extracted from more than one operational system into a single spreadsheet or a database.

The data warehouse model needs to be extensible and structured such that the data from different applications can be added as a business case can be made for the data.
The architecture of the data warehouse and the data warehouse model greatly impact the success of the project.

 Fig:1 ARCHITECTURE OF DATA WAREHOUSE:
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The Data warehouse architecture has several flows in it. The first stage in this architecture is:

·  Business modeling: Many organizations justify building data warehouses as an “act of faith”. This stage  is  necessary  as  to  identify  the  projected  

business  benefits  that  should  be  derived  from  using  the  data warehouse.

· Data Modeling: Developing  data  modules  for  the  source system  and develops  dimensional  data modules  for  the Data warehouse.

· In  this  third  stage  several  data  source  systems  are  collected  together.

· In the ETL process stage, the fourth stage actions like developing ETL process, extraction of data, Transformation of data, loading of data are done.

· The fifth stage is Target data, which is in the form of several data marts.

· The  last  stage  is  generating  several  business  reports  called  the  “Business Intelligence stage.”              

            Data marts are generally called the subset of data warehouse. They            diagrammatically look like: Generally,  when  we  consider  an  example  of  an  organization  selling products  throughout  the  world, the  main  four  major  dimensions  are  product, location, time  and  organization.
Interface with other data warehouses:

The data warehouse system is likely to be interfaced with other applications that use it as the source of operational system data. A data warehouse may feed data to other data warehouses or smaller data warehouses called data marts. 
The operational system interfaces with the data warehouse often become increasingly stable and powerful.  As the data warehouse becomes a reliable source of data that has been consistently moved from the operational systems, many downstream applications find that a single interface with the data warehouse is much easier and more functional than multiple interfaces with the operational applications. The data warehouse can be a better single and consistent source for many kinds of data than the operational systems. It is however, important to remember that the much of the operational state information is not carried over to the data warehouse.  Thus, data warehouse cannot be source of all operation system interfaces.
Fig: 2 The Analysis processes of Data warehouse  
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Figure 2 illustrates the analysis processes that run against a data warehouse. Although a majority of the activity against today’s data warehouses is simple reporting and analysis, the sophistication of analysis at the high end continues to increase rapidly.  Of course, all analysis run at data warehouse is simpler and cheaper to run than through the old methods. This simplicity continues to be a main attraction of data warehousing systems.
Four ways to build a data warehouse:
Although we have been building data warehouses since the early 1990s, there is still a great deal of confusion about the similarities and differences among the four major architectures: “top-down, bottom-up, hybrid and federated.” As a result, some firms fail to adopt a clear vision of how their data warehousing environments can and should evolve. Others, paralyzed by confusion or fear of deviating from prescribed tenets for success, cling too rigidly to one approach, undermining their ability to respond to new or unexpected situations. Ideally, organizations need to borrow concepts and tactics from each approach to create an environment that meets their needs.
Top-down vs. bottom-up:
The two most influential approaches are championed by industry heavyweights Bill Inmon and Ralph Kimball, both prolific authors and consultants in the data warehousing field.
Inmon, who is credited with coining the term "data warehousing" in the early 1990s, advocates a top-down approach in which organizations first build a data warehouse followed by data marts. 
The data warehouse holds atomic or transaction data that is extracted from one or more source systems and integrated within a normalized, enterprise data model. From there, the data is “summarized”, "dimensionalized" and “distributed” to one or more "dependent" data marts. These data marts are "dependent" because they derive all their data from the centralized data warehouse. A data warehouse surrounded by dependent data marts is often called a "hub-and-spoke" architecture.

Kimball, on the other hand, advocates a bottom-up approach because it starts and ends with data marts, negating the need for a physical data warehouse altogether. Without a data warehouse, the data marts in a bottom-up approach contain all the data -- both atomic and summary -- users may want or need, now or in the future. Data is modeled in a star schema design to optimize usability and query performance. Each data mart (whether it is logically or physically deployed) builds on the next, reusing dimensions and facts so that users can query across data marts, if they want to, to obtain a single version of the truth.
Hybrid approach:

Not surprisingly, many people have tried to reconcile the Inmon and Kimball approaches to data warehousing. As its name indicates, the Hybrid approach blends elements from both camps. Its goal is to deliver the speed and user-orientation of the bottom-up approach with the top-down integration imposed by a data warehouse.

The Hybrid approach recommends spending two to three weeks developing an enterprise model using entity-relationship diagramming before developing the first data mart. The first several data marts are also designed this way to extend the enterprise model in a consistent, linear fashion, but they are deployed using star schema or dimensionalized models. Organizations use an extract, transform, load (ETL) tool to extract and load data and meta data from source systems into a non-persistent staging area, and then into dimensional data marts that contain both atomic and summary data.
Federated approach:

The phrase "Federated architecture" has been ill-defined in our industry. Many people use it to refer to the "hub-and-spoke" architecture described earlier. However, Federated architecture -- as defined by its most vocal proponent, Doug Hackney -- is”architecture of architectures." It recommends ways to integrate a multiplicity of heterogeneous data warehouses, data marts and packaged applications that already exist within companies and will continue to proliferate despite the IT group's best efforts to enforce standards and an architectural design.
The goal of a Federated architecture is to integrate existing analytic structures wherever and however possible. Organizations should define the "highest value" metrics, dimensions and measures, and share and reuse them within existing analytic structures. This may mean, for example, creating a common staging area to eliminate redundant data feeds or building a data warehouse that sources data from multiple data marts, data warehouses or analytic applications.
There are advantages and disadvantages to each of the approaches described here. Data warehousing managers need to be aware of these architectural approaches, but should not be wedded to any of them.A data warehouse architecture can provide a beacon of light to follow when making your way through the data warehousing thicket. But if followed too rigidly, it may entangle a data warehousing project in an architecture or approach that may be inappropriate for the organization's needs and direction.
Data Warehouse Requirements: 

Data warehouses can exhibit performance and usage characteristics across a wide spectrum. Some are read-only, and serve only as a staging area for further distributing data to other applications, like data marts; others are read-only, but are designed for fast, on-line query processing, often very complex in nature. And, of course, there are the "write-only" data warehouses, behemoths that serve no real purpose except for bragging rights about having the biggest database on earth, but we aren’t concerned with those!
 What we can generalize about data warehouses is that they are large, they typically deal with data in very large chunks, usage patterns are only partially predictable and everyone involved with them is emotional about performance. Beyond these ambiguous characteristics, two features of data warehousing define operational performance: query performance and load performance. Two other elements that influence the purchase decision are cost and system cache.
The right storage selection is critical for high performance of your data warehouse
Is Storage Important? 

Storage really is important and has many benefits to the business of operating a data warehouse. ‘Storage’ not only holds the data, it is a key component of the architecture, enabling enhanced performance, uptime, and access to information. 

· Data warehouses are increasingly becoming mission-critical. Down-time can lead to a loss of revenue, productivity and even customers. The most frequent causes of data warehouse "outage" are storage-related: device failure, controller failures, and lengthy load times and backups. Decreasing the impact of these problems leads directly to improvements in the numerator of your ROI calculation 

· The ability to run file transfers and data backup while the system continues to run maximizes revenue-generating and revenue-enhancing activities   Centralizing physical data management, even in a logically decentralized                                                                             environment, makes more efficient use of networks, people and hardware 

· "Unbundling" storage management from other processing can relieve pressure on servers (or mainframes) that can only be upgraded in large, expensive increments, extending the useful life of the devices and further reducing downtime and disruptions. 

· The ability to efficiently archive detailed historical data, without redundancy, error and data loss, increases the organization’s ability to leverage information assets.

ETL Tools:

ETL Tools are meant to extract, transform and load the data into Data Warehouse for decision-making. Before the evolution of ETL Tools, the ETL process was done manually by using SQL code created by programmers. This task was tedious and cumbersome in many cases since it involved many Resources, complex coding and more work hours. On top of it, maintaining the code placed a great challenge among the programmers.
 ETL Tools eliminate these difficulties since they are very powerful and they offer many advantages in all stages of ETL process starting from extraction, data cleansing, data profiling, transformation, debugging and loading into data warehouse when compared to the old methods.

Popular ETL Tools: 
	                  TOOL NAME
	                COMPANY NAME

	                      Informatica 
	             Informatica corporation

	                        Data junction
	           Pervasive software

	                 Oracle warehouse builder
	             Oracle corporation

	           Microsoft sql server integration
	           Microsoft corporation

	               Transform on demand
	             Solonde

	             Transformation manager
	            ETL solutions


 ETLConcepts:
 Extraction, transformation, and loading. ETL refers to the methods involved in accessing and manipulating source data and loading it into target database.

The first step in ETL process is mapping the data between source systems and target database (data warehouse or data mart). The second step is cleansing of source data in staging area. The third step is transforming cleansed source data and then loading into the target system. Note that ETT (extraction, transformation, transportation) and ETM (extraction, transformation, and move) are sometimes used instead of ETL. The process of resolving inconsistencies and fixing the anomalies in source data, typically as part of the ETL process. A database, application, file, or other storage facility to which the "transformed source data" is loaded in a data warehouse. 
DATA MINING:

History:
 Data Mining  grew  as  a  direct  consequence  of  the  availability  of  large reservoirs  of  data. Data  collection  in  digital  form  was  already  underway  by  the 1960s,  allowing  for  retrospective  data analysis  via  computers. Relational Databases  arose  in  the  1980s  along  with  Structured Query Languages (SQL), allowing  for  dynamic, on-demand analysis  of  data. The 1990s saw an explosion in growth of data. Data warehouses  were beginning to be used for storage of data. Data Mining thus  arose as  a  response  to  challenges  faced  by  the database  community  in  dealing  with  massive  amounts  of  data, application  of statistical  analysis  to  data. “

Definition:

Data mining has been defined as "The nontrivial extraction of implicit, previously unknown, and potentially useful information from data and the science of extracting useful information from large data sets or databases". Application of search techniques from Artificial Intelligence to these problems. Structured Query Language (SQL) is the most popular computer language used to create, modify and retrieve data from relational database management systems. ... A data warehouse is, primarily, a record of an enterprises past transactional and operational information, stored in a database designed to favour efficient data analysis and reporting (especially OLAP). ... A database is a collection of data elements (facts) stored in a computer in a systematic way, such that a computer program can consult it to answer questions. ... It is the analysis of large data sets to discover patterns of interests.” Many of the early data mining software packages were based on one algorithm.

Data Mining consists of three components: the captured data, which must be integrated into organization-wide views, often in a Data Warehouse; the mining of this warehouse; and the organization and presentation of this mined information to enable understanding. The data capture is a fairly standard process of gathering, organizing and cleaning up; for example, removing duplicates, deriving missing values where possible, establishing derived attributes and validation of the data. Much of the following processes assume the validity and integrity of the data within the warehouse. These processes are no different to any data gathering and management exercise.

 The Data Mining process is not a simple function, as it often involves a variety of feedback loops since while applying a particular technique, the user may determine that the selected data is of poor quality or that the applied techniques did not produce the results of the expected quality. In such cases, the User has to repeat and refine earlier steps, possibly even restarting the entire process from the beginning. Data mining is a capability consisting of the hardware, software, "warm ware" (skilled labor) and data to support the recognition of previously unknown but potentially useful relationships. It supports the transformation of data to information, knowledge and wisdom, a cycle that should take place in every organization. Companies are now using this capability to understand more about their customers, to design targeted sales and marketing campaigns, to predict what and how frequently customers will buy products, and to spot trends in customer preferences that lead to new product development.
Fig:3 THE DATA MINING PROCESS:
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The final step is the presentation of the information in a format suitable for interpretation. This may be anything from a simple tabulation to video production and presentation. The techniques applied depend on the type of data and the audience as, for example, what may be suitable for a knowledgeable group would not be reasonable for a naive audience. There are a number of standard techniques used in verification data mining; these include the most basic form of query and reporting, presenting the output in graphical, tabular and textual forms, through to multi-dimensional analysis and on to statistical analysis.
How Does Data Mining Work? 


Data mining is a capability within the business intelligence system (BIS) of an organization's information system architecture. The purpose of the BIS is to support decision making through the analysis of data consolidated together from sources, which are either outside the organization or from internal transaction processing systems (TPS). The central data store of BIS is the data warehouse or data marts. The source for the data is usually a data warehouse or series of data marts. 

However, knowledge workers and business analysts are interested in exploitable patterns or relationships in the data and not the specific values of any given set of data. The analyst uses the data to develop a generalization of the relationship (known as a model), which partially explains the data values being observed. To achieve this, data-mining packages commonly found in the marketplace use methods from one or more of three approaches to analyze data. These approaches are: 
· Statistical analysis — based on theories of distribution of errors or related probability laws. 

· Data/knowledge discovery (KD) — includes analysis and algorithms from pattern recognition, neural networks and machine learning. 

· Specialized applications — includes Analysis of Variance/Design of Experiments (ANOVA/DOE); the "metadata" of statistics; Geographic Information Systems (GIS) and spatial analysis; and the analysis of unstructured data such as free text, graphical /visual and audio data. Finally, visualization is used with other techniques or stand-alone. 

KD and statistically based methods have not developed in complete isolation from one another. Many approaches that were originally statistically based have been augmented by KD methods and made more efficient and operationally feasible for use in business processes. 
INFERENCE: 
The “query from hell” is the Data base administrator’s nightmare. It is a query that occupies the entire resource of a machine and runs effectively forever, never finishing in any Time-scale that is meaningful. Data Warehousing is a new term and formalism for a process that has been undertaken by scientists for generations.
Further evolution of the hardware and software technology will also continue to greatly influence the capabilities that are built into data warehouses.

Data warehousing systems have become a key component of information technology architecture.  A flexible enterprise data warehouse strategy can yield significant benefits for a long period.  

The most significant trends in data mining today involve text mining and Web mining. Companies are using customer data gathered in call center transactions and emails (text mining) as well as Web server logs. Even more critical to success in data mining than the technology itself is the data. With complete, reliable information about existing and potential customers, companies can more successfully market their products and services.
Hence, we can conclude that “DATA WARE HOUSING & DATA MINING” has been a boon to organize data efficiently and effectively.
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